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Abstract 
 
Three important timing parameters for early childhood education program are intertwined: 
starting age, program duration and the persistence of program impacts. Our paper uses meta-
analytic techniques and cross-study variability in assessment ages to estimate the separate effects 
of all three time-related components and key interactions among them. Data on 1,978 effect sizes 
from 117 studies are drawn from a large meta-analytic database being compiled by the National 
Forum on Early Childhood Policy and Programs. Taken as a whole, effect sizes averaged .27 
standard deviations. We find that programs starting before age 3 have effect sizes that average 
about .10 sd higher than later-starting programs, although this difference was not statistically 
significant. Effect sizes varied little by program duration. In the case of the persistence of 
program effects, our point estimates suggest that impacts generally persisted at close to full 
strength for 1-2 years beyond the end of the programs but at much less than full strength after 
that.  
 
 
 
Prepared for presentation at the Association for Policy Analysis and Management meetings, 
November 4-6, 2010 in Boston, MA. 
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Is Timing Everything? How Early Childhood Education Program Impacts Vary by 

Starting Age, Program Duration and Time Since the End of the Program 
 
 
I. Introduction 

Policy makers have turned to early education to improve children’s school outcomes. Yet 
important questions about how best to invest money remain. Given a fixed amount of money, 
should they create programs that serve many children, but for a shorter period of time? Or is it 
best to build longer-lasting programs for fewer children. If I want to maximize proficiency at, 
say, school entry or third grade, when is it best to start an early childhood education program? 
Does it take more than 10 months of programming to produce enduring impacts? Does ending a 
program well before school entry render a child less school ready than ending it just before? 

The focus of this paper is a set of timing parameters associated with early childhood 
education programs. At any given follow-up assessment age, a child’s current age equals the sum 
of: i) the age of the child at the start of the program; ii) the duration of program; and iii) the 
elapsed time since the program ended. Each of these parameters has important potential 
implications for the optimal design of early childhood education (ECE) programs.  

With respect to starting age, a key question is whether earlier is better. Both human and 
animal studies highlight the critical importance of very early childhood for establishing the 
neural functions and structures that will shape future cognitive, social, emotional and health 
outcomes (Sapolsky, 2004; Knudsen et al., 2007). Enriching early environments may therefore 
be especially effective in producing benefits for young children.   But the larger staff sizes 
associated with infant and toddler, relative to preschool, programs increase their cost, and the 
impacts of very early programs may not persist to the point of school entry.  

With respect to program duration, abundant literature suggests that the length of 
education treatments is linked with larger long-run benefits among school age children?  (Card, 
1999). But here again the increased costs associated with longer-duration programs raise 
questions of value added. So, for example, does a two-year ECE program yield twice the benefits 
of a one-year program? 

“Fadeout,” or the persistence of program effects after the end of treatment, is also a 
vitally important ECE program parameter. Perhaps ECE programs merely accelerate 
developmental change that would have occurred anyway, which would lead control-group 
children to quickly catch up to their treatment-group peers shortly after the end of the ECE 
program. In the case of the Perry Preschool Program (Schweinhart et al., 1993), the large IQ 
impacts seen at the end of the program had disappeared by third grade, although impacts on other 
outcome domains persisted well into adulthood. The recent national evaluation of the Head Start 
program showed few program impacts that lasted as long as first grade (U.S. Department of 
Health and Human Services, 2010). Looking across all ECE programs, how persistent are ECE 
program impacts? 

We estimate the associations of these timing parameters, and interactions among them, 
with the magnitude of impacts on cognitive and achievement outcomes.  We use a meta-analytic 
database that has recently been compiled by the National Forum on Early Childhood Policy and 
Programs. The database has a complete set of impact data for ECE programs meeting screening 
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criteria and offered to children between the ages of 3 and 5, and partially complete data for 
programs offered to younger children that also extended into ages 3-5. Our basic models treat 
program effect sizes for child cognitive and achievement outcomes as an additive function of 
starting age, program duration and time between the end of the program and the time of the 
assessment, although we investigate interactions as well. We include in our regressions a number 
of control variables measuring various aspects of the nature of programs and their evaluation. 

II. Background 
Three important timing issues for early childhood education program are intertwined: 

optimal starting age, optimal program duration and the persistence of impacts. In the case of 
starting age, “skill begets skill” human capital production models (Cunha & Heckman, 2007) 
provide a justification for very early intervention, since boosting skills can improve the 
productivity of later investments. For our country’s universal K-12 schooling “intervention,” this 
logic suggests that children most ready for kindergarten are best able to profit from the next 13+ 
years spent in school. But the same logic may apply to preschool investments.  If children most 
ready for an age 4 pre-K program profit the most from them, it may be better to begin boosting 
children’s skills prior to age 4 in order to increase the productivity of the age 4-5 preschool 
programs. This leads to expectations that programs begun earlier in children’s lives should have 
larger impacts than program directed at older children. 

On the other hand, early investments not followed up with high-quality subsequent 
investments may produce only ephemeral impacts.  In the case of the Perry Preschool 
intervention (Schweinhart et al., 1993), the large IQ impacts estimated shortly after the 
completion of the program had completely disappeared by age 8, although impacts on 
achievement, attainment and, eventually, crime and earnings persisted.  In the case of the Infant 
Health and Development Program – which included an intensive center-based ECE component 
between ages 1 and 3 – large cognitive impacts at age 3 had mostly disappeared by age 5 
(Sojourner, 2009). 

With starting age and follow-up length held constant, one would expect that longer 
programs would produce bigger impacts, presuming that greater exposure to enriching early 
learning environments produce larger effects. And indeed, the Gorey (2001) meta-analysis 
reported that programs with durations in excess of 3 years had larger effects than 1 or 2 year-
duration programs.  Other studies have largely come to similar conclusions (e.g., Barnett & 
Lamy, 2006). 

Previous studies using the database. Camilli et al. (2010) conducted a meta-analysis of 
early childhood education interventions for children ages 3-5 that consisted of 123 studies using 
the data base that we built from.  For studies that measured cognitive domains and had a 
treatment vs. control group design, Camilli et al. reported an overall effect size of .23. However, 
when looking at the persistence of cognitive effects, they estimated an average decrease of -.24 
effect size units as the timing of measurement changed from end of treatment, to when the 
children were between 5 and 10 years old, to whether the children were older than 10 years of 
age at the time of measurement.  This lack of persistence of effects before children are out of 
elementary school heightens concerns about the long-term impacts of ECE programs.  What 
Camilli et al. do not address is the differential impacts of the duration of programs or the starting 
age of children, and whether these two factors may interact with post-program persistence of 
effects. 
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We have already used the database to investigate methodological issues surrounding 
evaluation studies of the Head Start program conducted between 1965 and 2007 (Shager et al., 
2010). Drawing data from 27 studies that included 40 contrasts and effect sizes for 313 outcome 
measures of cognitive skills and achievement, Shager et al. (2010) found that the extent to which 
the control group experienced other forms of early education or center-based care had the largest 
(in this case negative) impact on effect sizes. Also important were that program evaluations 
published in a peer refereed journal tended to have significantly smaller effect sizes than those 
documented in non-peer reviewed reports. Features of design that were not statistically 
significant predictors of effect sizes included the way in which the control group is constructed 
(experiment vs. quasi-experiment) and the use of baseline covariates. Achievement skills yielded 
larger effect sizes than did cognitive skills because the achievement skills tend to be more 
sensitive to changes in instruction than general cognitive skills (Christian, Morrison, Frazier, & 
Massetti, 2000). So did ratings and observer reports (compared with performance tests).  These 
Head Start-based findings suggest the importance of taking research design into account when 
studying the larger set of early childhood program evaluation studies, which we do in the current 
paper.  

III. Data and methods 
The meta-analytic data base we use is the product of the National Forum on Early 

Childhood Policy and Programs. A multi-step data collection and evaluation process was used 
for determining what studies would be included in the meta-analytic database. The first step was 
to conduct a comprehensive search of the literature from 1960 to 2007, the first year of the 
coding project.  

The Forum was able to take advantage of a meta-analytic database compiled by Abt 
Associates, Inc. and the National Institute for Early Education Research (NIEER), which 
included early childhood intervention studies from 1960-2003 (Camilli et al., 2010; Jacob, Creps 
& Boulay, 2004; Layzer, Goodson, Bernstein & Price, 2001). This previous meta-analysis 
yielded 624 previously coded studies.1

Next, we developed criteria for the inclusion of studies into our meta-analytic database.  
In addition to being an early childhood education intervention or program from 1960 to 2007, 
studies had to have a treatment and control/comparison group, not simply assessing the growth 
of one group of children over time.  Each of the groups in the study must have included at least 
10 participants and incurred less than 50% attrition.  Studies were excluded if they were testing a 
pharmacological agent, assessed children with medical disorders or learning disabilities, or tested 
the effectiveness of medical procedures or health-related products. 

  Next we conducted keyword searches in ERIC, 
PsycINFO, EconLit, and Dissertation Abstracts databases, resulting in 9,617 documents, which 
we refer to as reports (a particular evaluation may consist of a series of reports). Next, we 
manually searched the websites of policy institutes (e.g., RAND, Mathematica, NIEER) and state 
and federal departments (e.g., U.S. Department of Health and Human Services), as well as 
references mentioned in collected studies and other key early childhood education reviews.  This 
search resulted in another 692 possible reports for inclusion in the database.  In sum, 10,309 
reports for possible inclusion in the early childhood education portion of our database were 
identified, in addition to the 624 previously coded by Abt and NIEER.  

We focus exclusively on early childhood education programs, defined as programs 
offered in child centers, community centers, universities, or other facilities in a community. 
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Programs include full pre-school programs such as Head Start, add-on services such as literacy 
programs, or other interventions conducted by researchers. Programs must have provided 
services to children, their families, or staff at the program sites, and measured program impacts 
on children’s cognitive and achievement outcomes. 

Studies had to have used random assignment or one of the following quasi-experimental 
designs: change models, fixed effects modes, regression discontinuity, difference in difference, 
propensity score matching, interrupted time series, instrumental variables and some other types 
of matching.  Studies that used quasi-experimental designs must have had pre and post test 
information on the outcome or established baseline equivalence of groups on demographic 
characteristics determined by a joint-test.  It was the goal of this meta-analysis to use more 
rigorous inclusion criteria than previous meta-analyses on this topic and for the quality of 
included quasi-experimental studies to be as close to approximating random assignment as 
possible. 

After preliminary screening of abstracts of early childhood education studies, the vast 
majority (91%) of the 10,309 reports were excluded because they violated as least one of our 
inclusion criteria.  Most of the excluded reports did not meet the research design criteria, while 
others were eliminated for methodological issues, or because they were not clear about the 
selection process of participants in the study. The resulting database, which is 90% completed, 
will eventually contain data from approximately 400 reports, representing approximately 250 
ECE studies for children in programs between birth and age 5, with more studies between ages 
0-3 to be added when we complete our coding this winter.  

Coding the studies. A team of 9 graduate research assistants (at Harvard, Irvine and 
Wisconsin) were trained as coders during a 3- to 6-month process that included instruction in 
evaluation methods, using the coding protocol, and computing effect sizes. Trainees were paired 
with experienced coders in multiple rounds of practice coding.  Before coding independently, 
research assistants also passed a reliability test comprised of randomly selected codes from a 
randomly selected study.  In order to pass the reliability test, researchers had to calculate 100% 
of the effect sizes correctly and achieve 80% agreement with a master coder for the remaining 
codes.  In instances when research assistants were just under the threshold for effect sizes, but 
were reliable on the remaining codes, they underwent additional effect size training before 
coding independently and were subject to periodic checks during their transition.  Questions 
about coding were resolved in weekly research team conference calls usually involving all four 
principal investigators, and decisions were kept in an annotated codebook so that decisions about 
ambiguities could be recalled when coding subsequent studies. In a few instances, codes were 
added and previously coded studies were adjusted accordingly to account for the new additions. 

Database. The database consists of three levels of data: study, contrast, and effect size.  
Studies are defined as independent investigations of collected data.  Contrasts are group 
comparisons within study (e.g. Head Start vs. non-Head Start, Literacy Intervention vs. no 
Literacy Intervention). Effect sizes are standardized comparisons of treatment and control groups 
(see below) on a set of outcome measures which, in the full data set, include cognition, 
achievement, behavior, socio-emotional, health and other domains. The current study focuses 
exclusively on cognitive and achievement outcomes. Studies can include multiple contrasts and 
sub-contrasts (for subgroups within a contrast). In addition, each contrast can have multiple 
dependent measures collected at different time points during, and after, the program. 
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Effect size computation. Each study’s outcome measures are coded into standardized 
mean difference effect sizes, which were computed using the Comprehensive Meta-Analysis 
computer software program (Borenstein, Hedges, Higgins, & Rothstein, 2005).  We use the 
Hedges’ G-based definition of effect sizes, which adjusts standardized mean differences 
(Cohen’s d) to account for bias arising from small sample sizes. 

Cluster adjustments. Multiple regression analysis is the main analytic method used in this 
study. Since effect sizes are nested within contrasts, which in turn are nested within studies, we 
accounted for between-contrast variation by clustering using Huber-White methods at the 
contrast level. We cluster at the contrast instead of the study level because studies may contain 
several different contrasts, or comparison of treatment and control groups, from different 
samples or cohorts. Models are estimated both without and with the controls and presented in 
both weighted and unweighted form to show the sensitivity of our estimates of timing parameters 
for controls and weighting. 

Weighting. The weight in our analysis adjusts for both the precision (standard errors) of 
the effect size estimates and number of estimates within each contrast. According greater weight 
to estimates with smaller standard errors increases the efficiency of our meta-analytic estimates 
(Olkin & Gleser, 1994). According proportionately smaller weights when multiple effect sizes 
are estimated for a given contrast enables us to use all of the available effect size data but weight 
each contrast equally. These two kinds of weights are easily combined through multiplication. 

IV. Measures 
Outcomes. Outcome measures for this analysis cover child cognition and achievement; 

subsequent work will extend the outcomes domains to include socio-emotional behaviors.  
Cognitive outcomes include measures of theory of the mind, attention, vocabulary, IQ, task 
persistence, syllabic segmentation such as elision and rhyming. Achievement measures include 
reading, math, letter recognition, numeracy other than conservation of number, and other 
achievement tests. 

Program timing. The key independent variables of interest for our analysis are three 
measures of timing: starting age, length of program, and elapsed time since the end of the 
program.  Starting age is the age of the child, also scaled in years, at the beginning of the 
intervention/program. Program length is the amount of time, scaled in years, between the 
beginning and end of when program services are offered to participating children. Elapsed time 
is the length of time, scaled in years, between the end of the program and when the given effect 
size impact measurement took place.  

To allow for possible nonlinearities, most of our estimates of the effects of these three 
timing parameters are presented in categorical form. Starting age was divided according to 
whether participating children were: i) less than three years old; ii) between the ages of three and 
four, and iii) between four years and 5.6 years, the oldest age observed in our coded studies. In 
keeping with our desire to assess whether “earlier is better,” children between 4 and 5.6 years of 
age when they entered the program serve as the reference group in our regressions. 

Program duration was categorized as: i) one-half year or less; ii) between half a year and 
one year; iii) between one and two years; and iv) longer than two years, with the five-year 
Abecedarian program providing the effect sizes associated with the longest durations.  We 
choose programs between half a year and one year as the reference category, since they were the 
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modal group and include programs spanning a single school year. Program duration in the case 
of outcome measurement before the end of treatments was set equal to the time between the 
beginning of the program and the point of measurement. 

 As to the time between the end of the program and the time of outcome measurement, 
we distinguished measurements taken: i) during treatments; ii) at the end of treatments; and iii) 
0-1; iv) 1-2; v) 2-4; and vi) 4+ years following treatments. The “end of treatment” group served 
as the reference category in our regressions. 

For the purposes of this study, sub-contrasts, which consist of subgroups such as male vs. 
female or black vs. white children, were excluded to avoid double counting the effect size 
information.  Additionally, complete data on each of the three timing variables was a 
requirement for inclusion of effect sizes, which eliminated 4.8% of our effect size estimates. 

Control variables. Following Shager et al. (2010), we also controlled for whether the 
control group was passive (i.e., not enrolled in another program), whether the study was 
conducted before or after 1980, as well as a number of indicators of study quality, all of which 
were scaled to represent low-quality practices. These included: i) the reported reliability of the 
given outcome measure, as indicated by whether the alpha was .93 or less; ii) whether the study 
was quasi-experimental (vs. random assignment); iii) whether the study failed to control for 
baseline measures; iv) whether the study reported significant differences in groups at baseline; v) 
whether data collectors were not blinded; vi) whether the measured outcome was not measured 
by a performance test (two categories, one representing observational measure and the second 
indicating all of other methods; vii) attrition, which is calculated from the original sample size at 
assignment and the sample size at measurement and distinguishing high (greater than 25% 
attrition) and medium (between 16 and 25%) attrition, with low attrition representing the 
reference category; viii) whether the study was not published in a peer reviewed journal; and ix) 
whether the reported estimates were based on children actually taking up the treatment 
(treatment-on-the-treated) as opposed to just being offered the treatment. 

V. Results 
Table 1 provides descriptive statistics on dependent variables, key timing variables and 

other control measures we included in our models.  At .27 standard deviations, the unweighted 
mean effect size is modest, although there is very large variability around that mean. In fact, to 
avoid having our results dominated by outliers, we truncated the 65 effect size estimates with 
values above 1.5 standard deviations to 1.5 sd and the 10 effect size estimates below -1.0 
standard deviations at -1.0 sd.2

[INSERT TABLE 1 HERE] 

  Roughly one quarter of the effect size estimates were negative, 
while 8% were 1.0 sd or larger. The mean effect size was slightly higher for cognitive (.28) than 
achievement (.25) measures. Because our coding of studies with starting ages under 3 is not 
complete, we also present statistics for the complete subset of studies with starting ages of 3 or 
older.  

The average starting age of our programs is 3.77 years, with the complete frequency 
distribution of effect sizes by starting age shown in Figure 1. Most are drawn from studies that 
began when children were between ages 3 and four and a half years. Treatment duration 
averaged 1.2 years, with clusters of studies at either very short durations or close to one year in 
length (Figure 2). Finally, most (58%) effect sizes were measured at the point of program 
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completion. But, as shown in Figure 3, there is still substantial variation in time between end of 
treatment and effect size measurement (Figure 3). 

[INSERT FIGURES 1, 2 and 3 HERE] 

Table 1 also shows what fraction of effect sizes come from studies with active control 
groups (40%), studies published before 1980 (62%) and a host of other quality indicators.  Most 
studies failed to use random assignment, did not or could not blind data collectors to the 
treatment status of the children, were not published in peer review journals, did not adjust for 
baseline covariates and are based on treatment-on-the-treated estimates.  It will be important to 
adjust for these covariates if they are systematically correlated with our key timing variables. 

Starting age. A scatter plot of effect sizes by starting age is presented in Figure 4. There 
is wide variation in impact estimates at all starting ages; a simple trend line fit to these 
(unweighted) effect sizes has a modest negative slope, indicating somewhat larger effect sizes 
with earlier-starting programs. As shown in the first column of Table 2, effect sizes for programs 
beginning before age 3 average .39, but only .20 and .28 for programs starting between 3 and 4 
and 4 or later, respectively. At p=.14, the joint significance test of this three-category division of 
effect sizes by starting age falls short of conventional thresholds for statistical significance 
(Table 3, column 1). 

Our inability to reject the null hypothesis of identical starting age effects is symptomatic 
of the relatively weak power afforded by our current meta-analytic data base. As shown in Table 
1, for example, although we are able to average across 212 effect size estimates of programs with 
starting ages under three, there are in fact only 10 such programs in our data base.3 This can also 
be seen in Figure 3, where the vertical stacks of effect size estimates at a given age often come 
from a single study. For our entire set of 1,978 effect size estimates, the studies generating these 
estimates account for 45% of the effect size variation. This heavy clustering takes its toll on our 
statistical power to detect differences across our timing measures.4

The statistically insignificant .11 sd advantage for programs starting before 3 as opposed 
to after age 4 is affected relatively little by weighting and controls for the other timing measures 
and study features (Tables 2 and 4). Our preferred estimate of the effect size difference between 
early and late-starting programs is +.09, with a standard error of .15 – far below conventional 
levels of statistical significance.
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[INSERT FIGURE 4 AND TABLES 2, 3 AND 4] 

 

Length of program. Figure 5 shows the raw data on effect sizes by program duration and 
indicates a modest increase in average effect size for longer programs. Mean effect sizes for the 
relatively small number of programs longer than 2 years averaged .21 sd larger than the modal 
category of programs lasting between six months and one year (Table 2), although the joint test 
of significance on the set of length of program categories produced a p level of .27 (Table 3). 
Weighting for the precision of the estimates and adjusting for covariates reverses the direction of 
effect size difference for the longest programs, although the -.16 estimated difference in Table 4 
falls short of conventional levels for statistical significance. There were no statistically 
significant differences in effect sizes across the three categories representing shorter duration. 

[INSERT FIGURE 5] 

Time since end of program. Unweighted data show that program impacts generally 
decline as the time between the end of the program and the point of measurement increases 
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(Figure 6); simple averages of effect sizes for measurements taken 1 to 2, 2 to 4 and more than 4 
years beyond the end of the program are .04 sd, -.02 sd and .01 sd, respectively. These 
differences relative to the modal end-of-treatment reference category generally persisted in the 
face of regression controls, although even here none of the p levels for joint tests of significance 
falls below even the 10% significance level (Table 3). 

For shorter-duration measurements, effect sizes were highest at the end of the program 
(unweighted mean = .28 sd) and fell by half if the measurement was taken either before the 
completion of the program or 1-2 years after the end of it. In this case, though, the smaller effect 
sizes for the 1-2 years-after measurement disappear and are even reversed in the presence of 
controls. 

Since many of the studies conducted multiple follow-ups, we were also able to estimate 
the pattern of coefficients on our “time of measurement” dummy variables using study fixed 
effects. In effect, these estimates are based only on cross-time variation in impact estimates 
within each multi-wave study. Across the other measures in our models, only the 
cognitive/achievement distinction varied across the effect size estimates within a given study, so 
our study fixed effects model contains only the timing and domain measures. As can be seen in 
the fifth column of Table 4, adjustments for study fixed effects yields highly significant 
coefficients showing more rapid fadeout of treatment effects than our models estimated from 
cross-study variation. Curiously, the point estimate for measurement taken during treatment is 
higher than estimates taken at the end of treatment.    

A look across the coefficients on indicators of study quality in the first column of Table 4 
shows that two (unblinded data collectors and the failure to adjust for baseline covariates) are 
associated with larger effect size estimates, while two others (lack of baseline equivalence and 
high attrition) are associated with lower effect sizes. As might be expected, passive control 
groups generate larger effect sizes than active ones. Interestingly, there was no indication that 
departure from random assignment, failure to publish in a peer-reviewed journal or use of 
treatment-on-the-treated as opposed to intent-to-treat estimates was associated with 
systematically higher effect size estimates. 

Extensions. The models we have presented thus far assume additive effects for our three 
timing measures. One potential concern is that programs starting early in life might merely 
accelerate development that would have taken place anyway and thus fade out more quickly than 
later-starting programs. We tested for possible interactions between starting age and time since 
end of program but found that none of the relevant interaction coefficients was close to being 
statistically significant at conventional levels. 

A noteworthy result from the Perry Preschool evaluation is that impacts on cognitive 
outcomes appeared to fade out more quickly than did impacts on achievement-related outcomes. 
We tested whether patterns of timing of effects were different for cognitive and achievement 
measures across our entire data set. Although achievement-related effect sizes did tend to be 
larger (about about .10 sd) than cognitive-skill-related effect sizes, there was no evidence that 
achievement effects persisted longer after completion of the program than did cognitive effects. 

We included both treatment vs. alternative treatment studies as well as treatment vs. 
control studies in our estimates. In the case of the latter but not the former studies, children in the 
control group received no uniform services. When we checked to see if our results were robust to 
including only treatment vs. control studies, we found evidence that impacts were somewhat 



10 
 

longer lasting for treatment vs. control than with treatment vs. alternative treatment studies. The 
difference was not statistically significant, however, and none of our other key findings 
regarding timing was different for the two kinds of studies. 

VI. Discussion 
We used data on nearly 2,000 effect sizes taken from 117 studies to investigate how Early 

Childhood Education program impacts on cognition and achievement vary with three timing 
factors: the age of the children when they enrolled in the programs, program duration and the 
persistence of program effects.  Despite our fairly high quality screening threshold, our models 
also adjusted for the considerable quality differences across the studies. 

Overall, the collection of studies in our meta-analytic data base generated a mean effect 
size of .27 standard deviations – in the range of the short-run impacts documented in the recent 
Head Start impact study, but considerably smaller than many of the impacts generated by model 
programs such as Perry Preschool, Abecedarian and the Infant Health and Development 
Program.6

We find a number of surprises in these results. The biggest is with program duration, 
where we expected longer-running programs to generate larger effect sizes. Although the simple 
average effect size of longer-program was indeed larger (.42 sd) than for shorter programs, 
adjustments for the fact that the longest programs necessarily began when the children were quite 
young, and young age appears more powerful than duration, appeared to account for the 
unadjusted differences. Future work will include a look at program intensity (e.g., a program’s 
number of hours per day), although that information is available only for a minority of the 
studies in the data base.  We also thought that studies employing random assignment, published 
in peer-reviewed journals or with low levels of attrition would generate smaller effect sizes, on 
average, but that did not prove to be the case. Nor were older studies – those published or 
released before 1980 – more likely to generate larger effect sizes, despite the likelihood that their 
control-group children would not be attending center-based programs. 

 By and large effect sizes tended to be modestly (but insignificantly) larger if the 
children were under the age of 3 when the programs began. Effect sizes varied little by program 
duration. In the case of the persistence of program effects, impacts generally persisted at close to 
full strength for 1-2 years beyond the end of the programs but then fell substantially. 

It is too early to draw policy conclusions from these results. Nailing down the intensity 
and duration results is perhaps the highest policy priority, given their direct links to program 
cost. We will also be able to answer more questions once 0-3 studies are coded and will have a 
more full range of ECE programs. Expanding the outcome domains to include anti-social 
behavior is important as well. Finally, we also hope to discover program characteristics most 
strongly associated with persistent program impacts. 
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Table 1 Descriptive Statistics for Dependent and Independent Variables (Unweighted) 
 

All Start at 3+ yrs Cognitive Achievement 

Mean(SD) # of effect 
sizes 

# of  
studies Mean(SD) Mean(SD) Mean(SD) 

Effect size .27 (.45) 1978 117 .25 (.45) .28 (.45) .25 (.46) 
Starting age of treatment (in yrs) 3.77 (1.21) 1978 117 4.14 (.53) 3.76 (1.21) 3.80 (1.20) 

less than 3 years old 0.11 212 10 -- 0.11 0.10 
between 3 and 4 years old 0.28 545 28 0.31 0.30 0.23 
older than 4 years old 0.62 1221 85 0.69 0.59 0.67 

Length of treatment (in yrs) 1.16 (1.18) 1978 117 .90 (.73) 1.05 (1.03) 1.38 (1.41) 
shorter than half a year 0.23 450 52 0.25 0.23 0.21 
between half a year and 1 year 0.48 947 63 0.52 0.49 0.45 
between 1 and 2 years 0.15 295 16 0.15 0.17 0.11 
longer than 2 years 0.14 286 9 0.08 0.11 0.23 

Time of Measurement (in yrs) 0.87 (2.49) 1978 117 .85 (2.35) 0.69 (2.29) 1.25 (2.83) 
during treatment 0.13 250 26 0.10 0.14 0.10 
at the end of treatment 0.58 1148 87 0.60 0.62 0.51 
0 to 1 year beyond treatment 0.23 461 36 0.22 0.21 0.27 
1 to 2 years beyond treatment 0.06 122 15 0.07 0.05 0.08 
2 to 4 years beyond treatment 0.03 53 11 0.03 0.01 0.05 
more than 4 years beyond 
treatment 0.07 135 9 0.07 0.05 0.10 

Passive control group  0.40 784 82 0.35 0.42 0.35 
Study did not use random assignment  0.58 1144 159 0.62 0.62 0.49 
Any significant differences at baseline 0.37 730 46 0.36 0.33 0.45 
Bias was observed in study 0.46 909 61 0.51 0.49 0.40 
Data collectors not blinded  0.92 1537 238 0.91 0.90 0.95 
Measurement method       
    Observational rating 0.08 160 16 0.09 0.10 0.05 
    Performance test 0.82 1615 105 0.81 0.80 0.84 
    Other measurement method 0.10 203 21 0.10 0.10 0.11 
Study not from a peer refereed journal  0.75 1490 182 0.81 0.78 0.71 
Treatment on the treated 0.90 1787 106 0.89 0.92 0.87 
Baseline covariates not included  0.80 1573 190 0.79 0.79 0.80 
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Attrition       
    High attrition (> .25) 0.28 548 32 0.31 0.29 0.25 
    Medium attrition (.16 - .25) 0.17 332 31 0.16 0.12 0.26 
    Low Attrition (<.16)  0.55 1098 168 0.53 0.59 0.49 
    Attrition information missing 0.04 79 3 0.04 0.04 0.04 
Low reliability (< .93)  0.91 1804 243 0.95 0.91 0.91 
Study conducted before 1980 0.62 1217 45 0.57 0.69 0.47 
Number of effect sizes 1978 1766 1330 648 
Number of contrasts 258 236 231 136 
Number of studies 117 106 102 59 
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Table 2 Regressions without controls 
 

Mean 
Effect 
Size 

All- 
Weighted 

All-
Unweighted 

Starting 
Age 3+ 
years- 
Weighted 

Starting age of treatment (in yrs)     
less than 3 years old .39 .12 .01 -- 
  (.14) (.21) -- 

between 3 and 4 years old .20 .02 -.11 .02 
  (.04) (.08) (.04) 

older than 4 years old .28 ref ref ref 
     
Length of treatment (in yrs)     
shorter than half a year .30 .01 .07 .02 
  (.08) (.06) (.09) 

between  half a year and 1 year .21 ref ref ref 
     
between 1 and 2 years .28 .07 .16† .11 
  (.08) (.09) (.08) 
longer than 2 years .42 -.05 .22 -.03 
  (.12) (.24) (.14) 
Time of measures (in yrs)     
during treatment .10 -.05 -.07 -.06 
  (.07) (.07) (.07) 

end of treatment .28 ref ref ref 
     
0 to 1 year beyond treatment .13 .16 -.02 .16 
  (.14) (.07) (.14) 
1 to 2 years beyond treatment .04 -.10 -.08 -.10 
  (.12) (.11) (.12) 
2 to 4 years beyond treatment -.02 -.13 -.07 -.13 
  (.10) (.09) (.10) 
more than 4 years beyond treatment .01 -.20** -.13** -.20** 
  (.08) (.05) (.08) 
Achievement measure .25 .04 -.04 .05 
  (.05) (.04) (.05) 
Constant -- .17*** .27*** .17*** 
  (.04) (.04) (.04) 
Number of effect sizes -- 1978 1978 1705 
R-square -- .066 .047 .067 

 
Huber-White standard errors in parentheses. † p<.10, * p<.05, ** p<.01, *** p<.001. “ref” denotes the reference 
category for each set of dummy variables.
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Table 3 Joint tests of significance on timing variables 

 Bivarate – 

Unweighted 

Full regression controls – 

weighted 

  All ages Age 3+ years 

    

Starting age of treatment p=.14 p=.81 p=.75 

Length of treatment p=.27 p=.18 p=.20 

Time between measurement 
and end of treatment 

p=.12 p=.14 p=.17 

Note: All tests are based on models that adjust for clustering of effect sizes within contrasts.  
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Table 4 Regressions with controls 
 Mean 

Effect Size 
 
 

All- 
Weighted 

 
 

All-
Unweighted 

 
 

Starting Age 
3+ years- 
Weighted 

 

Study Fixed 
Effects- 

Weighted 
 

Starting age of treatment (in yrs)      

less than 3 years old .39 .09 .06  -- 

 
 (.15) (.16)  

 
-- 
 

between 3 and 4 years old .20 .01 -.13* .01 -- 

 
 (.04) (.06) (.04) 

 
-- 
 

older than 4 years old .28 ref ref ref -- 

      

Length of treatment (in yrs)      

shorter than half a year .30 -.11 .05 -.09 -- 

 
 (.07) (.06) (.07) 

 
-- 
 

between  half a year and 1 year .21 ref ref ref -- 
      

between 1 and 2 years .28 .02 .11 .06 -- 

 
 (.10) (.07) (.11) 

 
-- 
 

longer than 2 years .42 -.16 .22 -.15 -- 

 
 (.12) (.19) (.13) 

 
-- 
 

Time of measures (in yrs)      

during treatment .10 -.10 -.06 -.12† .30*** 

 
 (.07) (.06) (.07) 

 
(.04) 

end of treatment .28 ref ref ref ref 
      

0 to 1 year beyond treatment .13 .00 -.06 -.01 -.31*** 

 
 (.07) (.06) (.08) 

 
(.04) 

1 to 2 years beyond treatment .04 -.18 -.27* -.18 -.45*** 

 
 (.13) (.12) (.13) 

 
(.07) 

2 to 4 years beyond treatment -.02 -.11 -.21* -.10 -.36*** 

 
 (.07) (.08) (.07) 

 
(.11) 

more than 4 years beyond treatment .01 -.20† -.18** -.20† -.54*** 

 

 (.11) (.06) (.11) 
 
 

(.08) 

Passive control group  .28 .11* .14* .11 -- 
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 (.05) (.07) (.06) 

 
-- 
 

Study did not use random assignment  .28 -.06 -.02 -.07† -- 

 
 (.04) (.06) (.04) 

 
-- 
 

Any significant differences at baseline .37 -.17* -.19** -.17* -- 

 
 (.07) (.06) (.07) 

 
-- 
 

Bias was observed in study .03 .03 .12* .02 -- 

 
 (.07) (.06) (.07) 

 
-- 
 

Measurement method      
    Observational rating .27 -.07 -.17 -.06 -- 

 
 (.07) (.07) (.07) 

 
-- 
 

    Performance test .25 ref ref ref -- 

 
    -- 

 
    Other measurement method .27 -.02 -.08 -.07 -- 

 
 (.10) (.07) (.10) 

 
-- 
 

Data collector not blinded .27 .25** .23* .26** -- 

 
 (.08) (.10) (.08) 

 
-- 
 

Study not from a peer refereed journal  .27 -.06 .00 -.05 -- 

 
 (.06) (.06) (.06) 

 
-- 
 

Treatment on the treated .27 .02 -.04 .03 -- 

 
 (.06) (.08) (.07) -- 

 
Baseline covariates not included  .27 .22*** -.07 .22*** -- 

 
 (.05) (.06) (.05) -- 

 
Attrition      
    High attrition (> .25) .18 -.17** -.17** -.18** -- 

 
 (.06) (.06) (.07) 

 
-- 
 

    Medium attrition (.16 - .25) .25 -.17** -.04 -.18** -- 

 

 (.06) (.06) (.06) 
 

-- 
 

    Low Attrition (< .16) .32 ref ref ref -- 

 
    -- 

 
    Attrition information missing .10 -.07 -.10 -.07 -- 

 

 (.09) (.09) (.09) 
 
 

-- 
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Low reliability (< .93)  .27 -.07 -.01 -.06 -- 

 
 (.06) (.07) (.07) 

 
-- 
 

Study conducted before 1980 .29 -.06 .04 -.06 -- 

 
 (.07) (.07) (.08) 

 
-- 
 

Achievement measure .25 .09† .01 .09† -.05 

 
 (.05) (.04) (.05) 

 
(.03) 

Constant -- .14 .24 .11 .45*** 

 
 (.11) (.15) (.11) 

 
(.05) 

Number of effect sizes -- 1978 1978 1705 1978 
R-square -- .210 .141 .218 .233 

Huber-White standard errors in parentheses. † p<.10, * p <.05, ** p <.01, *** p <.001. “ref” denotes the reference 
category for each set of dummy variables.
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Figure 1: Distribution of Effect Sizes by Starting Age 
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Figure 2: Distribution of Effect Sizes by Length of Treatment 
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Figure 3a: Distribution Effect Sizes by Time Elapsed Since Treatment Ended 

0
5

0
0

1
0

0
0

1
5

F
re

q
u

e
n

c
y

0 5 1 0 1 5
T im e  E la p s e d  s in c e  th e  e n d  o f  t h e  t r e a tm e n t ,  - -  in  y e a r s

 
Figure 3b: Distribution of Effect Sizes by Time Elapsed Since Treatment Ended (if time elapsed 
>0) 
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ENDNOTES 
 
                                                 
1 We are very grateful to Abt and NIEER for making these data available to us. The original Abt 
database included ECE programs evaluated between 1960 and 2003 and used similar search 
techniques; therefore, we did not re-search for evaluations conducted during these years, with the 
exception of 2003.  We conducted searches for evaluations completed between 2003 and 2007. 
However, our search process did result in the identification of several evaluations published prior 
to 2002 that were not included in the Abt database. 
2  Our results proved to be insensitive to these two truncations. 
3 This number will increase somewhat as we finish coding our studies, while the study counts for 
programs starting at age 3 or later are unlikely to change. 
4  For our three-category starting age classification, failing to adjust for clustering delivers a p 
level of less than .001. In the case of our regressions, adjustments for clustering often increase 
standard errors by 50% to 100%. 
5 The .09 estimate comes from second column of Table 4 and is based on weighted estimates of a 
model that includes the full set of controls for study features. A joint test of significance of all 
three starting age dummies produced a p level of .46. 
6 At .41, .39, and .37, respectively, the simple average of the effect sizes in all of the 
Abecedarian, Perry and IHDP articles and reports in our database were indeed higher than this 
overall average.  


